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Abstract- This journal explores the design, development, and implementation of event-driven serverless architecture using AWS cloud 

services, with a detailed focus on its application in an e-commerce context. Event-driven systems are triggered by specific events or user 

actions, which initiate a response without requiring pre-provisioned infrastructure. AWS offers a suite of services that support the 

serverless paradigm, allowing organizations to achieve scalable, resilient architectures with lower operational costs. The journal 

illustrates the benefits of event-driven architecture, examines architectural patterns, and provides an in-depth walkthrough of key AWS 

services involved in the implementation. An example based on an e-commerce platform highlights real-world scenarios such as order 

processing, inventory management, and notifications to demonstrate the value of this architecture. 

 

 

Index Terms- Event-Driven Architecture, Serverless, AWS Lambda, Amazon S3, Amazon API Gateway, DynamoDB Streams, SQS, 

SNS, Microservices, Cloud Architecture, Event Processing, Scalability, E-commerce Systems 

 

 

I. INTRODUCTION 

Event-Driven Architecture Overview 

 

Event-driven architecture (EDA) is a software design paradigm where systems respond to events, which are changes in state, or specific 

user actions such as submitting a form or completing a transaction. These events are detected by the system and trigger responses 

asynchronously. In a traditional system, requests are synchronous and tightly coupled, requiring explicit responses to each request. 

However, event-driven architectures decouple the producers and consumers of events, allowing them to operate independently, which 

enhances scalability, flexibility, and fault tolerance. 

 

Serverless Computing and AWS 

 

Serverless computing allows developers to focus on writing code rather than managing the underlying infrastructure. AWS provides a 

robust ecosystem of services that support serverless models, such as AWS Lambda, where code is executed in response to events. The 

major advantage of serverless computing is that there is no need to manage server infrastructure, and you only pay for the resources 

consumed during the execution of functions. In event-driven architectures, AWS services like Amazon S3, DynamoDB Streams, and 

SNS/SQS play a crucial role in facilitating the event flow. 

 

Why Event-Driven Architectures in E-commerce? 

 

In e-commerce applications, customers generate events constantly — browsing products, adding items to their carts, placing orders, and 

making payments. These actions require real-time processing of data while maintaining high availability and performance during peak 

traffic times (e.g., flash sales or holiday seasons). Event-driven serverless architecture ensures that each customer action triggers the 

appropriate backend process, whether it’s processing an order, adjusting inventory, or sending notifications to customers and vendors. 

This approach improves agility, scalability, and cost efficiency, essential for modern e-commerce platforms. 
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II. APPLICATION ARCHITECTURE AND PATTERNS 

Event Sources and Consumers 

In an event-driven architecture, sources are systems or components that generate events. For an e-commerce system, typical sources of 

events include: 

● Customer Actions: Browsing, adding products to the cart, completing purchases. 

● Inventory Changes: Stock updates, product additions, or removal. 

● Payments: Successful or failed transactions. 

● Shipping Updates: Real-time status changes for order deliveries. 

These events are consumed by various backend services, such as payment gateways, order management systems, notification services, 

and analytics platforms. 

 

       Fig 1 

Figure 1 above shows the different interactions within the system, the majority of the critical applications can be asynchronous, Let’s 

break down the overall platform into a few smaller interactions and see how we can use the event-driven serverless patterns to solve 

these.  

Key AWS Services and Their Roles 

● AWS Lambda: A serverless compute service that runs code in response to events. Lambda is the backbone of an event-

driven serverless architecture. It integrates with services like S3, API Gateway, DynamoDB, and SQS to process events in 

near real-time. 

● Amazon API Gateway: Exposes RESTful APIs, allowing users to interact with the backend services. When customers place 

orders, API Gateway sends the requests to Lambda functions for processing. 
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● Amazon S3: Used for file storage and can trigger events (e.g., when a file is uploaded or modified). In an e-commerce 

platform, S3 can store customer invoices, shipping labels, and other assets, triggering subsequent processes. 

● DynamoDB Streams: Allows for real-time updates when records in a DynamoDB table are modified. This is essential in 

keeping inventory records synchronized with customer orders. 

● Amazon SNS (Simple Notification Service): Delivers messages to multiple subscribers. When an event such as order 

fulfilment occurs, SNS can notify the user, warehouse, and third-party systems simultaneously. 

● Amazon SQS (Simple Queue Service): Ensures reliable, asynchronous message delivery. SQS queues events that need 

processing and ensures no event is missed. 

Architectural Patterns 

● Event Sourcing: Rather than simply recording the current state of the system, this pattern logs a full history of changes 

(events). For instance, in an e-commerce system, every action a customer takes (browsing, adding to cart, payment) is 

captured as an event in a durable store like DynamoDB or S3. This provides a reliable audit trail. 

       Fig 2 

Figure 2 above shows the Event sourcing pattern which records the current state of the system  

 

 

 

● Saga Pattern: The Saga Pattern is a design pattern used to manage long-running transactions across distributed systems by 

breaking them into smaller, isolated transactions. Each of these smaller transactions, or steps, is independently executed and 

followed by a compensating action if the previous transaction fails. In the context of an event-driven, serverless architecture, 
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where different services handle parts of a business process, the saga pattern ensures data consistency and handles failures 

gracefully without locking resources for extended periods. 

How the Saga Pattern Works: 

The Saga pattern essentially divides a complex, multi-step transaction into a series of simpler, smaller transactions, each 

managed by a specific service. Each transaction (step) updates the system's state, and upon successful completion, it triggers 

the next step in the workflow. If any step fails, a compensating action is taken to undo the preceding transactions, ensuring 

consistency across the distributed system. 

There are two main types of saga patterns: 

1. Choreography-based Saga (Event-Driven) 

2. Orchestration-based Saga 

 

1. Choreography-based Saga (Event-Driven) 

In a choreography-based saga, each service listens to events and responds to them. When a service completes a transaction, it 

emits an event that triggers the next service in the saga. This approach is decentralized—no central coordinator is managing 

the workflow. Instead, each service reacts to events independently. 

 

       Fig 3 

Figure 3 above shows the choreography-based saga pattern 
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For instance, in an e-commerce platform: 

1. Order Placement: When a customer places an order, a "New Order" event is emitted. 

2. Inventory Service: The Inventory Service listens for this event and reserves the required products. If successful, it 

emits an "Inventory Reserved" event. 

3. Payment Service: The Payment Service listens to the "Inventory Reserved" event and processes the payment. If the 

payment is successful, a "Payment Processed" event is emitted. 

4. Shipping Service: The Shipping Service, triggered by the "Payment Processed" event, prepares the shipment and 

notifies the logistics team. 

If any of these steps fail, the saga pattern ensures that compensating actions are triggered. For example, if the payment fails 

after the inventory is reserved, the saga triggers an event to undo the inventory reservation, rolling back the system to a 

consistent state. 

2. Orchestration-based Saga 

In an orchestration-based saga, a central orchestrator (or coordinator) controls the workflow. The orchestrator is responsible 

for invoking each step in the saga and ensuring that all steps are completed in the correct order. If a step fails, the orchestrator 

triggers compensating transactions to revert the previous actions. 

 

       Fig 4 

Figure 4 above shows the orchestrator-based saga pattern 

 

Example in an E-commerce System: 
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1. Order Placement: The orchestrator sends a request to the Inventory Service to reserve items. 

2. Inventory Reservation: If the inventory reservation is successful, the orchestrator sends a request to the Payment 

Service to process the payment. 

3. Payment Processing: Upon successful payment, the orchestrator sends a request to the Shipping Service to arrange 

shipment. 

In the event of failure: 

● If the payment processing fails, the orchestrator instructs the Inventory Service to cancel the reservation and restore 

stock levels. 

● If the shipping request fails, the orchestrator compensates by cancelling the payment and reversing the order. 

 

 

       Fig 5 

Figure 5 above shows the step function-based orchestration workflow  

Advantages of Using the Saga Pattern in E-commerce 

● Data Consistency: The saga pattern ensures eventual consistency across distributed services by rolling back failed 

transactions and maintaining data integrity. 
● Fault Tolerance: With compensating actions, the system can gracefully handle failures, ensuring that partial updates don’t 

leave the system in an inconsistent state. 
● Loose Coupling: Each service (inventory, payment, shipping) operates independently, with each step only concerned with its 

own transaction. This decoupling improves scalability and maintainability. 
● Scalability and Flexibility: Asynchronous communication between services allows for independent scaling and flexibility in 

handling fluctuating loads, especially during high-traffic events like flash sales. 
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● Publisher-Subscriber Model: The Publisher-Subscriber (Pub-Sub) Model is a messaging pattern used in distributed systems 

to decouple event producers (publishers) from consumers (subscribers). In this model, a publisher sends messages (or events) 

without needing to know the details of who is receiving them, while subscribers can receive events without knowing who 

published them. This decoupling allows for scalable and flexible communication between multiple services, particularly 

useful in event-driven architectures.In AWS, the Simple Notification Service (SNS) is the primary service that implements 

the Pub-Sub model. AWS SNS allows you to publish messages to a "topic," which acts as a channel, and multiple subscribers 

can listen to that topic. When an event is published on the topic, all subscribers are notified, and they can independently take 

action based on the event. 

       Fig 6 

Figure 6 above shows the pub-sub pattern 

How the Publisher-Subscriber Model Works 

The Pub-Sub model consists of two main components: 

1. Publisher: A system or service that produces and publishes messages or events to a topic. The publisher is not 

concerned with who consumes the message. 

2. Subscribers: Systems or services that subscribe to a specific topic to receive messages published by the publisher. 

Multiple subscribers can be notified of the same event, and they can take independent actions based on the message 

they receive. 

Advanced Use Cases of AWS SNS in E-commerce: 

1. Order Fulfillment and Tracking: 

○ After an order is placed, SNS can notify the fulfillment center to begin preparing the shipment. At the same 

time, the order-tracking service can update the customer with the latest shipping information. 

○ Each of these actions happens asynchronously, allowing the system to continue processing other orders 

without waiting for a single service to complete. 

2. Real-Time Notifications: 

○ For real-time updates, SNS can trigger multiple services simultaneously. For instance, when an item is back 

in stock, SNS can notify customers who had requested alerts, as well as notify the marketing team to 

promote the item. 
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3. Error Handling and Retry Mechanisms: 
○ If a subscriber (like the payment service) fails, AWS SNS can integrate with Amazon SQS to queue failed 

events and retry them later. This ensures that transient errors do not lead to data loss or failed transactions. 

III. IMPLEMENTATION OF EVENT-DRIVEN SERVERLESS ARCHITECTURE 

Step 1: Order Placement Event Flow 

    

 

      Fig 7 

Figure 7 above shows the Order Placement Event flow in EDA 

Let’s explore how an e-commerce order placement might work in an event-driven serverless system: 

1. User Submits Order via API Gateway: 

A customer finalizes an order on the e-commerce site, triggering a request via Amazon API Gateway. API Gateway 

invokes a Lambda function that initiates the order process. 

2. Lambda Function for Order Validation: 

This function checks the availability of inventory using DynamoDB. It then triggers a series of events: 

○ Inventory Validation: If stock is available, the function updates the DynamoDB inventory table via 

DynamoDB Streams. 

○ Payment Processing: A second Lambda function is invoked to process the payment via an external payment 

API. 

3. Order Notification via SNS: 

Once the payment is confirmed, an Amazon SNS topic is published to notify the customer, warehouse, and analytics 

team that the order has been successfully placed. Subscribed services (via Lambda) handle subsequent tasks like 

updating fulfillment teams or sending confirmation emails. 

Step 2: Real-Time Inventory Updates Using DynamoDB Streams 

 DynamoDB Streams capture changes to the inventory table. Whenever an item is added, removed, or updated, these 

changes trigger Lambda functions to update dependent services such as: 

● Inventory Dashboards for administrators. 

● Order Cancellation Systems if stock runs out. 

Step 3: Shipping and Delivery Updates via SQS 

 Once the order is dispatched, the shipping provider can send updates that are queued in an SQS message queue. These 

updates trigger Lambda functions to update the customer via SMS or email and to adjust order status in the system. 
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Step 4: Event Replay and Auditing 

 Thanks to event sourcing, every order, payment, and inventory update is stored as an event. In case of system failure 

or need for an audit, all events can be replayed from DynamoDB Streams or S3 to restore system state or generate detailed logs 

for compliance. 

IV. CONCLUSION 

Event-driven serverless architecture transforms modern applications, particularly for industries that demand real-time responsiveness 

and scalability, such as e-commerce. The flexibility of AWS services like Lambda, SQS, and DynamoDB empowers organisations to 

build architectures that scale automatically and handle fluctuations in traffic seamlessly. 

This architecture's inherent decoupling allows for independent scaling of services and minimizes failure impact, ensuring that critical 

functions (e.g., order processing or inventory updates) can continue without being tied to others. Moreover, AWS’s pay-as-you-go model 

optimizes costs, only charging for the resources consumed during the execution of events, making it highly cost-efficient for applications 

with variable loads. 

The implementation in an e-commerce system showcases how different AWS components work together to manage orders, process 

payments, update inventory, and notify stakeholders, ensuring a smooth user experience from purchase to delivery. By adopting event-

driven serverless architecture, businesses can respond to customer needs faster, improve operational efficiency, and reduce the 

complexity of managing large-scale distributed systems. 
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