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Abstract— This work presents a vision-based approach for 

detecting plant stems by separating them from surrounding 

elements such as leaves, soil, and background noise. An expanded 

dataset of early-stage corn plant images is utilized to train the 

model. The system detects the vertical plant structure and generates 

corresponding stem bounding boxes. It also evaluates the 

suitability of microprocessor-based platforms for efficient and 

portable execution of signal processing and machine learning 

techniques, using a Raspberry Pi 5 for deployment. The trained 

model achieved a mean Average Precision (mAP) of 0.777 at an 

IoU threshold of 0.50 and 0.346 over the IoU range of 0.50–0.95. 

To assess real-time applicability in agricultural settings, inference 

latency and CPU utilization were evaluated using field-recorded 

video sequences across multiple model formats. Quantized 

TensorFlow Lite (TFLite) implementations, including full integer 

and standard integer variants, achieved an average inference time 

of approximately 43 ms, corresponding to ~18 FPS including 

processing overhead. Other TFLite configurations (float16, float32, 

and int8) showed an average CPU usage of ~35%, representing a 

42% reduction compared to the baseline PyTorch model. 

Additionally, inference performance and CPU utilization were 

analyzed for TorchScript, ONNX, OpenVINO, and NCNN 

frameworks. 

Keywords—Computer vision, corn, CPU utilization, inference 

performance, machine learning, microprocessor efficiency, 

precision agriculture, quantization, Raspberry Pi 5, YOLOv8. 

I. INTRODUCTION 

Fertilization is a key step in crop management for 
supplying nutrients, promoting growth, increasing yield and 
resistance to diseases. However, fertilizers can represent a 
significant expense for the farmers. Reducing fertilizer use 
and optimizing crop yield can enhance overall profit. 
Overfertilization degrades soil health and disturbs the natural 
microbial ecosystem. Therefore, there is a need to apply the 
right amount of fertilizer based on specific field needs to 
balance the microorganisms and nutrients. In 2015, fertilizer 
application (Udvardi et al., 2021; Zhang et. al., 2015) was 
approximately 174 Tg N (teragrams of nitrogen), while only 
74 Tg N were reflected in the harvested material. This has 
increased the demand for increasing Nutrient Use Efficiency 
(NUE) (Baligar et al., 2001; Sahul Hameed et al., 2024) for 
agricultural sustainability. 

In recent years, agriculture has undergone rapid 
transformation  through  the  adoption  of  advanced 

technologies, commonly referred to as precision agriculture. This 
paradigm leverages sensors, satellite data, and intelligent systems to 
improve crop yield and resource efficiency. Studies by Gautam et al. 
(2024) and Pati et al. (2022) demonstrate the advantages of 
automated planting systems over traditional manual methods, 
highlighting the need for further automation in crop management 
practices. 

A major challenge in precision agriculture lies in reliably 
detecting regions of interest and identifying key plant 
components, including leaves, stems, shoots, and fruits. Staple 
cereal crops such as maize, sorghum, and millet are 
extensively cultivated worldwide and serve as essential 
contributors to global food supply and agricultural economies. 
These crops are vital sources of nutrition for both humans and 
livestock. Reports from organizations such as the FAO and 
USDA indicate that annual global maize production exceeds 
one billion tons, underlining its importance as a major 
agricultural commodity (USDA, 2024). 

Despite its significance, maize cultivation is affected by 
multiple factors, including climate variability, plant diseases, 
and nutrient management challenges. To address these issues, 
computer vision-based plant analysis has emerged as an 
effective approach for extracting structural and health-related 
information. Plant stems play a key role in maintaining 
structural stability and facilitating nutrient transport. 
Therefore, accurate stem detection can provide valuable 
insights into plant growth, enabling better decisions regarding 
irrigation and fertilizer application. In this context, reliable 
monitoring of plant stems contributes to improved resource 
utilization and enhanced agricultural productivity. 

 

Fig. 1. Corn plant segmentation using HSV 
thresholding 
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The analytical reviews by Long et al. (2020) and Rouf et 
al. (2016) provide insights into maize plant characteristics, 
emphasizing their nutritional value and phytochemical 
compounds, while Yang et al. (2015) propose an HSV 
decision tree methodology for greenness identification in 
maize seedlings. There are multiple ways to threshold a plant 
image using state-of-the-art image processing options. One of 
the approaches to image segmentation is based on color 
thresholding. HSV (hue, saturation, value)-based 
segmentation is widely used compared to other color space 
thresholding methods due to several reasons. The advantage 
lies in isolating color information through three components: 
Hue, which defines the type of color; Saturation, which 
indicates color intensity; and Value, which represents 
brightness. Additionally, it is robust to lighting variations. One 
of the benefits of HSV is its closeness to human perception. 
As depicted in Fig. 1, this segmentation method is tested on a 
field image of the maize plant. It is identified that HSV values 
in the range [H:22-157, S:39-154, V:73-255] are better for 
segmenting the green color of corn plants more effectively. 
However, classical approaches have their own limitations, 
such as lighting conditions and occlusions due to overlapping 
similar objects, which may disturb image segmentation. 
Machine learning is a promising area for automating the 
detection of stems. The model can be trained on real field data 
to recognize the stem area under various environmental 
conditions, such as varying growth stages, occlusions, and 
light illumination. The integration of image processing and 
machine learning can form the best framework to solve 
multiple object localization and differentiation problems in the 
agricultural sector. Compact processors such as Jetson Nano 
and Raspberry Pi consume less power and have high 
computational capabilities, making them ideal for prototype 
development and vision processing. 

II. LITERATURE SURVEY 

The literature review covers key developments in object 

detection, with a particular focus on YOLO-based 

approaches, performance evaluations, and their applications 

in agriculture and plant monitoring. Early work by Redmon 

et al. (2016) introduced the YOLO (You Only Look Once) 

framework as a fast and unified object detection method 

capable of processing images in real time. The model 

achieved processing speeds of up to 155 frames per second 

while maintaining a mean Average Precision (mAP) of 

63.4%. In contrast to conventional detection pipelines that 

depend on multi-stage processing and region proposal 

mechanisms, YOLO performs end-to-end predictions of 

bounding boxes and class probabilities from the entire image 

in a single forward pass. This design significantly improves 

computational efficiency, making it suitable for time-

sensitive tasks such as autonomous navigation and 

surveillance systems. 

Recent advancements in YOLO architecture highlight 

continuous improvements in detection accuracy and speed 

(Zhao et al., 2024; Terven et al., 2023; Li et al., 2023). Feng 

et al. (2022) conducted a comparative evaluation of 

YOLOv3, YOLOv3-tiny, YOLOv4, and YOLOv4-tiny 

across multiple edge computing platforms, including 

NVIDIA Jetson Nano, Jetson Xavier NX, and Raspberry Pi 

4B paired with the Intel Neural Compute Stick 2 (NCS2). 

Their findings indicated that YOLOv3-tiny running on the 

Raspberry Pi with NCS2 achieved an FPS rate approximately 

7.6 times higher than the standard YOLOv3 model. 

Additionally, Jetson Nano delivered around 15 FPS with 

YOLOv4-tiny, while Jetson Xavier NX achieved up to 41 

FPS using YOLOv3-tiny. It is worth noting that the 

evaluation was performed using pre-recorded video streams 

rather than live camera input. 

Similarly, Santos et al. (2024) explored real-time object 

detection performance of the YOLOv7-tiny model using live 

camera input across embedded platforms such as Raspberry 

Pi 4B, Jetson Nano, and Jetson Xavier NX. Their results 

showed that Raspberry Pi 4B achieved approximately 0.9 

FPS, whereas Jetson Xavier NX reached up to 30 FPS under 

different power configurations. The Jetson Nano 

demonstrated performance between 5.2 and 7.4 FPS 

depending on its power mode. An important observation from 

this study was that CPU clock speed had a greater influence 

on performance than GPU frequency in the case of the Jetson 

Xavier NX. 

Varghese and S. M. (2024) analyzed object detection 

models in terms of computational efficiency, accuracy, and 

real-time applicability. Their evaluation utilized metrics such 

as Mean Average Precision (mAP), Average Precision 

Across Scales (APAS), Intersection over Union (IoU), and 

Frames Per Second (FPS). Among these, mAP remains a 

critical measure as it reflects model performance across 

categories and detection thresholds, consistent with the 

evaluation approach discussed by Thorat et al. (2024). 

Experiments conducted on the COCO dataset using an 

NVIDIA RTX 3090 GPU demonstrated that YOLOv7 

achieved an APAS of 50.3 with a processing speed of 120 

FPS, while YOLOv8 improved performance with an APAS 

of 52.7 and a speed of 150 FPS. The improved accuracy is 

partly attributed to the adoption of enhanced loss functions 

that emphasize difficult samples, leading to better detection 

of small objects. 

In another study, Alqahtani et al. (2017) investigated the 

deployment of YOLOv8 models on Raspberry Pi devices, 

focusing on inference latency and power efficiency. The 

YOLOv8n variant recorded an inference time of 

approximately 316 ms without TPU acceleration, whereas the 

same model running on Raspberry Pi 4 exhibited a higher 

latency of around 760 ms. Both setups achieved a mAP of 31 

on the COCO dataset, demonstrating their viability for 

lightweight object detection tasks despite hardware 

limitations. 

Kaur et al. (2021) examine different data augmentation 

strategies used in object detection, including both geometric 

modifications—such as rotation, scaling, and flipping—and 

photometric adjustments like brightness variation and image 

blurring. Adjusting brightness enables models to better 

handle changes in illumination, while introducing blur helps 

improve robustness against focus inconsistencies and motion 

effects. 

Padilla et al. provide an overview of evaluation criteria 

for object detection systems, emphasizing Average Precision 

(AP) as a primary performance indicator. They also describe 

the concept of Intersection over Union (IoU), which 

originates from the Jaccard Index and is used to measure the 

degree of overlap between predicted bounding boxes and 

ground-truth annotations. 

Quantization techniques are discussed as a means to 

reduce the precision of neural network weights, thereby 
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lowering memory requirements and enabling the use of 

efficient fixed-point computations instead of floating-point 

operations. Novac et al. (2021) demonstrate that 16-bit 

quantization can preserve performance levels comparable to 

32-bit floating-point representations while significantly 

improving memory efficiency and inference speed. In 

contrast, 8-bit quantization may introduce minor reductions 

in accuracy but offers greater gains in computational 

efficiency and storage reduction. 

In the domain of agricultural applications, Centorame et 

al. (2024) highlight the growing importance of machine 

learning in plant phenotyping, particularly for automating the 

extraction and analysis of crop characteristics. Their review 

indicates that techniques such as artificial neural networks 

(ANNs), support vector machines (SVMs), and decision tree 

models contribute to enhanced crop management and support 

the identification of high-quality plant varieties. 

Fezari and Al Dahoud (2023) describe the Raspberry Pi 5 

as a significant advancement over earlier versions, offering 

improved processing capabilities and enhanced connectivity 

features that make it well-suited for applications like artificial 

intelligence development and rapid prototyping. 

Additionally, Alarcón-Paredes et al. (2019) present a 

monitoring system that utilizes a Raspberry Pi camera for 

non-invasive glucose measurement, where fingertip images 

are periodically captured and analyzed to estimate glucose 

levels. 

III. METHODOLOGY 

 

Fig. 2. Camera position on the implement for data acquisition 

For the corn plant image data collection, the camera is 

positioned on the high-speed planter machine, located on the 

side of the machine, near the fertilizer dropping pipe, and 

oriented to view the stalks of the corn plants. This high-speed 

planter machine serves a dual purpose of seeding and 

fertilizing. Although multiple plants are visible, the proposed 

system focuses solely on the nearest valid plant. As depicted 

in Fig. 2, the row spacing in the corn farm varies from 40 to 

90 cm, with plant spacing within row ranging from 15 to 45 

mm. Although the figure illustrates a single row, the machine 

operates across four rows simultaneously, with plans to scale 

the solution for all four rows in future work. 

A. Data Set Preparation 

A total of 184 images has been labeled for stem 
identification. Most of the images are from the early stages of 
the corn plant. Since the labels are bounding boxes, there are 
only two classes: the stem object and the background. These 
images are further divided into a training image set (139 
images), a validation image set (30 images), and a testing set 
(15 images). A limited set of corn plant images was initially 
captured under both sunny and cloudy conditions, with 
brightness adjustments ranging from −15% to +15% and 
exposure variations between −10% and +10%. These 
variations were then systematically applied to the entire 
dataset to expand its size and enable the model to learn 
effectively under diverse lighting environments. To address 
blurring issues, a Gaussian blur of 2.5 px is added to the 
training image set. The limits of the Gaussian blur were 
selected using a trial-and-error method based on data collected 
by operating the planter at its maximum possible speed (which 
is around 7 km/h). This increases the training dataset size to 
417 images. The 139 training images contain 638 stems, the 
30 validation images contain 145 stems, while the remaining 
15 test images contain 43 stems. Overall, there are 826 labels, 
which is an average of approximately 4.5 labels per image. 
Training images are maintained at a higher resolution of 
640x640 to facilitate the labeling of the smallest stems and to 
ensure that a high-definition dataset is readily available for 
future use. Fig. 3 shows that the normalized median height of 
the labels is approximately 0.169, while the normalized 
median width is around 0.033, translating to dimensions of 
108 pixels in height and 21 pixels in width for an image frame 
of 640x640 pixels. 

 

Fig. 3. Distribution of height and width of labels for p640 

corn stem images 

B. Machine Learning Model Development 

The model was trained for 200 epochs using a batch size 

of 16 and an input resolution of 320×320. Despite the reduced 

resolution (p320), stem features remain distinguishable 

compared to p640, while lowering computational cost for 

training and inference. The dataset consists of 417 training and 

30 validation images. Training employed the AdamW 

optimizer with a learning rate of 0.002 and momentum of 0.9. 

Model performance was evaluated using mean Average 

Precision (mAP), where mAP@0.5 corresponds to an IoU 
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threshold of 0.5, and mAP@0.5:0.95 represents the average 

over thresholds from 0.5 to 0.95 in steps of 0.05. Training and 

validation losses (Fig. 4) indicate overfitting beyond ~60 

epochs, with negligible accuracy improvement thereafter. The 

final epoch achieved mAP@0.5 of 0.685 and mAP@0.5:0.95 

of 0.284, while the best model recorded 0.777 and 0.346, 

respectively (Fig. 5). 

 

Fig. 4. Training Vs Validation loss for a) Bounding Box b) 

Class (stem/background) 

 

Fig. 5. Training Accuracy a) mAP50 and mAP50-95 over 

200 epochs b) F1-Confidence Curve 

 
The block diagram depicted in Fig. 6 captures the essential 

flow and components of the specialized object detection 
architecture YOLOv8, highlighting how images are processed 
from input through feature extraction, aggregation, and 
predictions. The PyTorch framework is used to implement, 
train, and customize the YOLOv8 model for detecting plant 
stems. The PyTorch model has a size of 5.92 MB and 
3,011,043 parameters across 225 layers, indicating that it has 
a relatively larger footprint, which can be attributed to various 
factors such as the number of parameters, complexity, and 
data types used. An optimized TensorFlow Lite integer 8-bit 
quantized model has a size of 2.96 MB and 992,970 
parameters across 203 layers, representing the effectiveness of 
quantization that reduces model size while maintaining 
acceptable accuracy. The quantization process allows the 
model to use 8-bit representations for weights and activations, 
effectively reducing the model size by approximately 75% 
compared to its floating-point counterpart. This promises 
benefits for the TensorFlow Lite quantized model in 
deployment scenarios requiring faster inference speed and 
lower memory usage. 

For deploying the TensorFlow Lite model, the Raspberry 
Pi 5 development board is used. It features a 2.4 GHz quad-
core, 64-bit Arm Cortex-A76 CPU and a VideoCore VII GPU 
with 4GB LPDDR4X-4267 SDRAM. A 5-megapixel 
Raspberry Pi camera module (rev 1.3) is utilized for data 
acquisition and running inference with the ML model. It has a 
resolution of 2592 x 1944 and a field of view (FOV) of 72.4 
degrees, and it is interfaced with the Raspberry Pi 5 using the 

CSI interface. The proposed system also has additional 
support for development on JetBrains PyCharm 2023.2.4. 

 

Fig. 6. YOLOv8 model structure 

IV. RESULTS 

A. Accuracy comparison of the different ML models 
 

 
Fig. 7. Static images for the benchmarking (plants 1 to 6) 

 
Fig. 8. Inference on the static images 

Fig. 7 shows the selected static images (Plants 1–6, left to 

right) used for benchmarking. These samples provide a 

consistent basis for evaluating model performance. Fig. 8 

illustrates inference results on these images, including 

predicted bounding boxes. Fig. 9 presents the Intersection 

over Union (IoU), defined as the ratio of overlap to the 

combined area of predicted and ground-truth bounding 

boxes. IoU values range from 0 to 1, with higher values 

indicating better localization accuracy. A threshold (Th) is 

used to classify detections as true positives (IoU > Th), false 

positives (IoU ≤ Th), and false negatives (IoU = 0). 
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Fig. 9. Intersection and Union areas of plant stem bounding 

box 

TABLE I. IOU ASSESSMENT: A COMPARISON BETWEEN PYTORCH 

AND CONVERTED MODELS 
 

Model 

Type 

IoU with PyTorch Outputs 

plant 

1 

plant 

2 

plant 

3 

plant 

4 

plant 

5 

plant 6 

PyTorch 

(base model) 
1 1 1 1 1 1 

TorchScript 1 1 1 1 1 1 

ONNX 1 1 1 1 1 1 

OpenVINO 0.9998 0.9996 0.9994 0.9995 0.9994 0.9996 

TFLite Float 

16-bit 

0.996 0.9926 0.9924 0.9928 0.9958 0.9937 

TFLite Float 

32-bit 

1 1 1 1 1 1 

TFLite Full 

integer quant 

0.8885 0.9125 0.9028 0.8781 0.9174 0.9017 

TFLite 

integer 8-bit 

0.9929 0.9427 0.9575 0.9504 0.9737 0.9865 

TFLite 

integer quant 

0.8048 0.9199 0.9028 0.8654 0.9174 0.9017 

ncnn 0.9994 0.9995 0.9992 0.9991 0.9997 0.9995 

 

 

Table 1 summarizes the IoU of the benchmarking images 
(shown in Fig. 7) with different machine learning models. All 
the models mentioned in this table detect the stems of the corn 
plant. Quantized models, such as TFLite full integer quantized 
and TFLite integer quantized, reduce the Intersection over 
Union (IoU) compared to non-quantized models; however, 
they generally maintain detection capabilities, as they rarely 
miss detections. It is important to note that the F1 score does 
not always reach a value of 1 in every scenario. During testing, 
multiple stem detections were occasionally produced for a 
single object. This issue was mitigated using non-maximum 
suppression (NMS), which preserves only the bounding box 
with the highest confidence score. The confidence score 
threshold of 0.3 was determined through a trial-and-error 
approach. This approach retains the boxes whose IoU is below 
the specified threshold. For the TorchScript, ONNX, and 
TFLite float 32-bit models, the outputs exhibit bit-level 
matching (IoU = 1) with those from PyTorch. The IoU values 
for the OpenVINO and TFLite float 16-bit models are higher 
than those of the quantized models but lower than those of the 
TorchScript, ONNX, and TFLite float 32-bit models. 

B. Inference details 

An image with a resolution of 320x320 is fed into the 

model using the YOLO inference API. The model can also 

accommodate frames of other sizes by cropping them to fit 

within the 320x320 dimensions. Inference results for one of 

the test images with multiple stems are illustrated in Fig. 10, 

where most of the stems are successfully detected. A 

confidence threshold of 0.15 is established for detecting the 

bounding boxes. One stem falls within the scanning range, 

indicated by a masked blue box. All stems located within this 

box are further evaluated for their proximity to the camera to 

be considered for the final application. 

 

Fig. 10. Inference results on a static image containing 
multiple stems 

In crop management, planters are used for applying 

fertilizer. As illustrated in Fig. 2, the camera is mounted 

sideways to facilitate the detection of corn plant stems on the 

planter. This lateral position provides an ideal perspective for 

capturing images of the stems. Inference on the field image 

log is shown in Fig. 10. The corn plants are arranged in two 

parallel rows, with an interplant distance of 6 inches 

maintained within each row. Once a plant enters the scanning 

range, indicated by a masked blue area, it is recognized as a 

valid candidate for fertilization. All bounding box detections 

are highlighted in yellow, while valid plants are marked in 

magenta color. If false positives are detected, potential 

reasons can be cross-reference of predictions with additional 

features like shape, size, and color consistency. To further 

reduce false positives, future efforts can involve training the 

machine learning model with more diverse examples and 

refining it through ensemble learning techniques. If a valid 

plant is detected within the user-defined distance threshold, it 

is assigned a value of 1, whereas frames without any valid 

detections are marked with a value of 0. These values are 

appended to form a detection vector. At the end of each 

frame’s processing, the number of consecutive patterns of 1’s 

are tallied to determine the total count of fertilized valid 
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stems. For the test video stream detection vector formed is [0, 

0, 1, 1, 1, 0, 0, 0, 0, 0, 1, 1, 1, 1, 0, 0, 0, 0, 1, 0, 0, 0, 1, 0, 0, 

0, 0, 0, 0, 0], which gives a count of the valid fertilized plants 

as 4. This information can be valuable for keeping track of 

fertilization and monitoring yield. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 11. Inference demonstrating accurate stem detection 

with field video log 

It is essential to examine the various stages of image 

handling. Each phase, from the initial processing of image 

patches to inference and subsequent post-processing, plays a 

significant role in the overall efficiency and effectiveness of 

the system. The timings associated with each of these stages 

are crucial for evaluating performance and optimizing the 

workflow; thus, the timings for image patch pre-processing, 

inference, and post-processing are shown in Table 2. Image 

preprocessing includes the mandatory resizing of the image 

to a patch size of 320x320. The preprocessing timing is less 

than 10 ms (milliseconds) for all the models. The post-

processing time does not exceed 5 ms. This profiling is 

conducted using 100 frames, with the values averaged for 

accuracy. The PyTorch model is converted into all available 

alternative model formats. The PyTorch and TorchScript 

models exhibit lower inference speeds, while the TFLite full 

integer quantized, TFLite integer 8-bit, TFLite integer 

quantized, and ncnn model models show inference times 

close to 50 ms. The TFLite integer quantized model is 

considered the fastest model among all models. 

TABLE II. INFERENCE TIMING OF THE MODELS 

C. CPU Utilization 

For evaluation, a benchmark video containing 371 frames 

(12.367 s at 30 FPS) was used. The base model has a 

computational complexity of 8.1 GFLOPs, indicating a high 

processing demand, which can be challenging for low-power 

DSP platforms. 

Model selection was based on the highest validation 

accuracy achieved during training. As illustrated in Fig. 12, 

the ONNX implementation shows the highest CPU utilization 

(~93%), whereas TFLite models exhibit significantly lower 

usage, averaging around 35% (Fig. 13 shows the float32 

variant). Notably, the deployed TFLite int8 model reduces 

CPU load by approximately 42% compared to the baseline 

PyTorch model. Table 3 summarizes the average CPU 

utilization across all frames. 

 

Fig. 12. CPU utilization of ONNX Model 
 

 

Fig. 13. CPU utilization of TFLite Float 32-bit model 

TorchScript 
2.30 220.00 1.60 223.90 

ONNX 
6.40 110.00 4.90 121.30 

OpenVINO 
5.60 67.70 3.20 76.50 

TFLite Float 

16-bit 

2.60 124.60 2.60 129.80 

TFLite Float 

32-bit 

3.20 120.60 1.50 125.30 

TFLite Full 

integer quant 

4.90 44.00 3.50 52.40 

TFLite integer 

8-bit 

4.30 60.40 2.10 66.80 

TFLite integer 

quant 

4.20 42.80 2.80 49.80 

ncnn 
3.10 50.90 2.40 56.40 

 

Model Type Speed (ms) 

Pre- 

Processing 

Inference Post- 

Processing 

Total 

PyTorch (base 

model) 

3.40 234.00 1.40 238.80 
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TABLE III. INFERENCE TIMING OF THE MODELS 

 

 

 

 

 

 

Note: Low FPS 

V. CONCLUSIONS 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

D. FPS Testing 

FPS, or Frames Per Second, is a metric that indicates how 

many frames can be processed within one second. In this 

analysis, FPS testing is conducted on a consistent test 

sequence, similar to CPU load testing, consisting of 371 

frames with a total duration of 12.367 seconds. As 

summarized in Table 4, the results show that the PyTorch, 

TorchScript, ONNX, and TFLite float 16/32-bit models 

exhibit lower FPS rates compared to OpenVINO, NCNN, and 

several TFLite variants, including the full integer quantized 

model, the integer 8-bit model, and the integer quantized 

model. 

TABLE IV. FPS TESTING OF DIFFERENT MODELS ON RASPBERRY PI 5 

The study effectively demonstrates the use of a vision-
based system for detecting plant stems, utilizing a quantized 
TensorFlow Lite model to enhance efficiency on resource-
constrained devices like the Raspberry Pi 5. A YOLOv8-
based framework is adopted for this task, achieving a mean 
Average Precision (mAP) of 0.777 at an IoU threshold of 0.50, 
which indicates reliable detection of plant stem structures 
under varying illumination conditions. The implementation of 
multiple quantization techniques reduces inference latency to 
approximately 43 ms, enabling processing speeds of up to 18 
frames per second (FPS). Additionally, the PyTorch models 
are converted into alternative formats, including TFLite and 
ONNX, for comparative performance evaluation. 

Furthermore, the quantized models demonstrate reduced 
CPU utilization, making them suitable for real-time 
deployment in precision agriculture applications. The findings 
highlight that model optimization through quantization 
significantly improves both computational efficiency and 
execution speed. Overall, this work emphasizes the growing 
role of computer vision in modern agricultural systems, 
supporting improved monitoring and crop management 
practices. Future work includes leveraging neural compute 
sticks and advanced AI processors to enable multi-row 
detection, as well as enhancing performance under low-light 
conditions using advanced imaging systems 
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